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An Expedition Abroad: Metaphor, Thought and Reporting


The beauty of language is just how much we can say with it – a picture may sometimes be worth a thousand words (though Davidson would dispute this), but sometimes a word can conjure up a thousand images and ideas.
  This richness of linguistic expression is perhaps most clearly seen in the phenomena of metaphor and other figurative uses of language.  Romeo’s utterance of ‘Juliet is the sun’ conveys to us the depth of his love for this women, while George Eliot’s description of a character’s eyes as ‘clear windows where observation sate laughing’ helps bring the character to life for us; but how, we might ask, do these expressions succeed in this?  What do we understand when we understand a metaphor and how can these elements be handled from the perspective of a formal theory designed to cope with the literal meaning of words and phrases?  The issue is especially pressing since metaphor is apparently not something we can happily assign to the margins of linguistic understanding, awaiting an account of ‘ordinary’ language prior to explanation, rather it (along with hyperbole, irony, metonymy, synecdoche, etc) seems to pervade language and its use.  Talk of theories which bottom out or level off, dry conversation, threatening clouds, sad paintings and lively economies (showing the green shoots of recovery) - our language is, it seems, full of words and phrases whose meanings in a given context diverge (to a greater or lesser extent) from those predicted by our formal semantic theory.


In this paper I want to suggest that our intuitive idea, that understanding metaphor requires grasping something other than the meaning given by a formal semantic theory, is correct, but that this should not, as it often is, be seen as either problematic for the formal approach nor as relegating metaphor to the realm of merely conversational implicature or speaker meaning.  Instead, we should take it as marking a stopping off point between language and thought, a point at which our semantic knowledge is superseded by our knowledge of the world and of one another.  Furthermore, if we look at other, perfectly ‘ordinary’ linguistic exchanges, I think we will see that metaphor and other figurative uses of language have a place on a continuum, exemplifying features which can be found in much literal speech as well.  To begin to approach the theory of metaphor I want to recommend, I’d like to start, in §1, by reconsidering some well-known putative solutions to the problem of metaphor: the semantic approach, the pragmatic approach, and the ‘no-meaning’ approach.  As we will see, none of these approaches seems entirely satisfactory for metaphor; however, as well as getting things wrong about metaphor, I want to suggest that each also captures an important feature which does seem to hold of the phenomenon in question.  Thus the aim of the second section will be to offer a new account of metaphor, one which is capable of capturing the positive aspects of each of the accounts enumerated in §1, yet without inheriting their failings.  To do this, I will suggest that we need to embrace a particular (and independently motivated) view of the nature of concepts and concept possession, one which allows us to see metaphor as appealing to the (non-linguistic) relationship between concepts and not simply the relationships between words (so that metaphor is no longer seen as strictly a semantic matter at all).  Finally, in §3, I will demonstrate how such an account can meet the desiderata outlined in §1. 

1)
The Problem of Metaphor


The problem of metaphor which will concern us here is that which Cooper has termed the ‘external demarcation problem’: we will not be concerned with demarcating metaphor from other kinds of non-literal speech (like hyperbole, simile, etc), but with exploring the difference between metaphor and literal speech, and seeing how we might cope with the former in a framework apparently designed for the latter.  Indeed, I am inclined to agree with the view Cooper ascribes to those involved in constructing general grammars and systematic principles for language use, who have, he says: “seen one difficulty, not a series of separate ones posed by metaphor, metonymy, synecdoche, and so on.  It may be unclear how the meaning of metonymical utterances is to be fitted into a semantic theory, but the unclarity is surely not going to be of a different order from the one surrounding the meaning of metaphorical utterances.”
  (The exception here being idiomatic speech, as we will see below.)  Thus, when I talk of ‘metaphor’ below I will have in mind a quite general sense, which makes no nice or careful distinctions between different kinds of figurative language.  The general thought will be that a proper understanding of how the semantic and the non-semantic interact, together with some general facts about the vagaries of reporting, will serve to dissolve the apparent tension between metaphor and our formal theory; but rather than argue for this at an abstract level I will instead try to show the case with respect to concrete cases of metaphor.


Broadly speaking it seems that there are three avenues we might pursue in the face of metaphor: first, we might bite the bullet and try somehow to accommodate these rich and multiple metaphorical meanings directly within our formal semantic theory;
 second, we might locate metaphorical meaning outside the realm of semantic meaning, treating it as an instance of speaker meaning or conversational implicature;
 third, we might deny the existence of anything properly called ‘metaphorical meaning’, restricting meaning to literal meaning, though allowing that some utterances can cause further propositions to come to mind, even though this has nothing to do with the meaning of the earlier utterances.
  Each of these approaches has its advocates and detractors in the literature, and I do not want to spend too much time laying out each proposal.  However, I think that by seeing where each of these suggestions succeeds and fails in capturing some key aspect of the phenomenon of metaphor, we will be able to see more clearly the desiderata which constrains any adequate account.  So, it is to this task that we turn now.


The move to accommodate metaphorical meaning directly within our formal semantic theory seems initially appealing since metaphorical sentences do seem to posses a meaning quite on a par with sentences understood literally.  Metaphors can be useful and highly informative: Romeo’s utterance of ‘Juliet is the sun’ speaks volumes about his attitude towards her, arguably conveying more than mere literal sentences ever could.  Also, there is an idea of understanding a metaphor rightly or wrongly, or selecting a metaphor which does or doesn’t mean what one intended, or grasping the metaphorical sense of what has been said; yet accepting these claims seems already to presume that there is such a thing as metaphorical meaning, which we might strive to accommodate alongside literal meaning.  In this way, then, each sentence or expression, as well as having the literal meaning supplied by our formal theory would have one or more metaphorical meanings as well.  Concentrating initially on words only, we might then think of treating metaphor as akin to other, more obvious cases of lexical ambiguity, allowing homonyms to express literal and metaphorical meanings, distinguished at the level of logical form by indexed elements.  So:

‘bank​1’ = side of a river

‘flea1’ = insect of order siphonaptera


‘bank2’ = financial institution

‘flea2’ = small person

Thus the sentences ‘He went to the bank’ and ‘She brushed the flea off’ would be ambiguous, and we would rely on features of the context to disambiguate which kind of lexical item is in play in either case.

However, it seems that there are serious problems involved in any manoeuvre of this kind.  For consider the range of possible metaphorical interpretations any linguistic item may admit.  Non-contentious cases of lexical ambiguity like ‘bank’ involve a definite (and usually quite small) number of alternative meanings, but metaphorical interpretations do not seem similarly constrained.  For a start, for many lexical items, there will be a huge number of different metaphorical meanings needed (e.g. to capture accurately the range of possible metaphorical meanings of an expression like ‘the sun’ it seems we will need a vast number of distinct lexical items to be assigned to this one phonetic phrase); but if we are to incorporate all of these, list-like, into the lexicon we run the risk of creating a grossly inflated vocabulary, which would leave it completely unclear how pre-linguistic infants were ever to acquire such a language.
  More seriously, however, it is not at all clear that this kind of manoeuvre is even possible, for it is not obvious that there is an upper bound to the number of metaphorical interpretations of which a word will admit.  Yet without such an upper bound the attempt to list all the metaphorical meanings of words as distinct lexical items will result not just in an inflated vocabulary but an infinite one, but such a result would clearly be intolerable.  Furthermore, incorporating distinct lexical entries for each metaphorical and literal meaning ignores the crucial dependence which the former have on the latter: the metaphorical utterance of ‘Juliet is the sun’ means what it does precisely because of the literal meaning of ‘the sun’.  This feature can brought into focus by contrasting metaphor and idiom: in the latter case, knowing the literal meaning of the utterance is no help in figuring out what has been said, but in the former case it is crucial.  Idioms are more like items of code, they need to be learnt and applied as a whole; whereas metaphorical meaning is integrally tied up with literal meaning.  Encoding metaphorical meanings as primitive items within a formal theory ignores this aspect of metaphor.

Finally, I want to suggest that, even if one thinks that the above problems might perhaps be overcome given further work, we have very little reason to want to pursue this route.
  For it seems plausible to think that primitive metaphorical meanings have no explanatory role to play in one of the key explananda for a formal theory, viz. the explanation of the meanings of complex linguistic items in terms of the meanings of their parts and their mode of combination.  In other words, if we take the raison d’etre of a formal theory to be (at least in part) the explanation of the producitivity and systematicity of our language, it seems that incorporating distinct metaphorical meanings within the lexicon is explanatorily otiose.  Metaphorical meanings are redundant in compositional explanations because complex metaphors depend for their meaning, not on any distinct metaphorical meanings which may be assigned to their parts, but on the literal meanings of their contained elements.  This can be seen in two respects: first, consider an extension of Hofmannstahl’s metaphor of the mind as a dovecot: ‘The mind is an intricate and delicate dovecot carved by no human hand’.  The question now is: what do you need to understand this quite complex metaphorical phrase?  Specifically, do you need to assign a distinct metaphorical meaning to some or all of the sub-sentential parts and see the meaning of the whole as concatenated from these figurative meanings?  I would like to suggest that the intuitive answer to this question is ‘no’: all one needs to know to grasp the more complex metaphorical phrase is the literal meaning of the elements and their mode of combination(together, I will suggest below, with a degree of world knowledge).  Yet, if this intuitive thought is correct, then the positing of separate metaphorical meanings for sub-sentential parts is explanatorily otiose with respect to understanding complex metaphorical expressions.  This suggestion is also reinforced by considering cases where an entire sentence receives a metaphorical interpretation, even though it seems clear that no sub-sentential item in the sentence deserves special, non-literal analysis.  So, for instance, consider Mao’s ‘A revolution is no tea party’ or Dylan Thomas’ ‘The hand that signed the paper felled a city’ (from the poem of the same name); in these cases it seems very plausible, I would suggest, to hold that each sub-sentential item requires its ordinary, literal interpretation, despite the fact that the sentence as a whole can be interpreted metaphorically.  However, again, if this is the case, then we have complex metaphors whose meaning is not constituted by the special metaphorical meanings the account to hand proposes assigning to words.  Positing primitive metaphorical meanings within our semantic theory does not seem to be explanatorily warranted; yet one might think that the bloating of our lexicon with such apparently redundant primitives is a move to be avoided.


So, the possibly limitless nature of metaphorical interpretations, combined with their dependence upon the ordinary meanings of words, and the non-necessity of primitive metaphorical meanings in compositional explanations, seems to exclude metaphorical meaning from the reach of a formal semantic theory.  Perhaps then a better move in the face of metaphor would be to align it not with literal meaning but with pragmatic, speaker meaning, as in Grice’s well-known account of irony.  On this picture the speaker who says “It is a lovely day”, when everyone can see that it is raining, can be understood as communicating the proposition that it is horrible day, despite the literal meaning of her words, because she flouts some principle of good communication, like ‘don’t say things which are obviously or trivially false’.
  Similarly, then, the speaker who uses an expression metaphorically may be viewed as literally expressing one proposition, though pragmatically conveying some alternative proposition.  The benefits of adopting this kind of approach are clear: first it allows us to maintain talk of ‘metaphorical meaning’, recognising that metaphorical speech succeeds in conveying a proposition, that this proposition depends in some way upon the words used and the context in which the words are uttered, and that there can be such a thing as misunderstanding or ‘getting metaphorical speech wrong’.  Secondly, it seems, at least in many cases, that the pragmatic mechanism deployed to explain the move from literal proposition expressed to an instance of speaker meaning will follow familiar Gricean tracks, such as that just given for irony.  For, taken literally, the sentences ‘Juliet is the sun’, ‘Peter is a rock’ or ‘Jill is made of ice’, etc, are obviously or trivially false; thus, just as Grice suggests, it seems competent and sensitive hearers should not take such literal propositions (which flout the conversational maxims) as the ones equally competent speakers meant to communicate.
  Alternatively, where sentences are not false, yet seem to be used to communicate divergent metaphorical propositions, this may be because the literal proposition is too trivially true.  So, for instance, Mao’s utterance of ‘A revolution is no tea party’ might succeed in conveying some divergent speaker-meant (metaphorical) proposition because the literal proposition expressed is too trivially true; it flouts a specific constraint of quantity Grice gave us (roughly, convey as much relevant information as one can).
  Given these positive features, should we then, as Searle and others have suggested, treat metaphorical meaning as an instance of a general, pragmatic meaning based on speakers’ intentions?


Again, I think the answer is ‘no’, for metaphorical utterances display several features which set them apart from standard cases of speaker meaning.  First, we should note the degree of autonomy metaphorical meaning has from speaker intentions: a speaker can intend to mean p by her metaphorical utterance of ‘s’ as much as she likes, if p is not one of the possible metaphorical interpretations of ‘s’, then she cannot succeed in conveying it.   Concentrating just on the intentions lurking behind the production of a given sentence might be thought not to give due weight to the constraining force of the ordinary, semantic meaning of the sentence in these cases.  The autonomy of metaphorical meaning from the speaker’s intentions is also evident in the fact that a speaker may succeed in conveying more by her metaphorical utterance than she intended – an apt metaphor can speak to an audience in ways the speaker herself may never have envisaged.  A speaker of limited imagination may stumble across a particularly evocative concatenation of words in a given context and the meaning will then far outstrip the limits of what she herself intended to convey.  Furthermore, as Cooper has stressed, we are all too often ignorant of the intentions of the agent who first produced the utterance, yet this seems to be no barrier at all to our understanding of metaphor:

In learning about writers like Rimbaud, Mallarmé, Marinetti, and Ezra Pound, one soon learns that speculation as to what they intend to communicate by individual metaphors is pointless – in the dual sense of being a waste of time and besides the point.  But this does not mean that it is pointless to try and interpret the metaphors, nor that any old interpretation will do.

Secondly, though understanding metaphorical utterances as literally expressing a trivially false or a trivially true proposition may seem plausible for some (usually subject-predicate) sentences, the approach does not seem to fare so well with other cases.  Is Keats’ ‘Oh, for a beaker full of the warm south’ supposed to be trivially true or false; or Eliot’s attribution to Rosamond of a ‘silvery neutral tone’, or ‘the green shoots of recovery can now be seen’ trivially true or false?  The idea that all (or even, as Searle suggests, the great majority of) metaphorical cases can be understood as clearly flouting some Gricean principle of good communication seems to stem from too limited a survey of the data, rather than from anything integral to metaphorical speech itself.  Furthermore, the prevalence of metaphor and modelling in the realm of science (and indeed, the vast use of metaphor in ordinary speech) should, I think, make us somewhat wary of writing it all off as simply trivially true or literally false.
 


It seems then that the ‘non-deviant’ status of metaphorical speech and the autonomy of metaphorical meaning from speakers’ intentions, undermines the move to an explanation in terms of speaker meaning (an explanation which also becomes painfully unclear once we step away from the limited set of metaphorical utterances usually considered).  Yet, as we saw earlier, the range of metaphorical interpretations and their dependence on literal meanings also seems to prohibit its inclusion directly within a formal semantic theory.  We seem to have reached something of an impasse, and recognition of this might now lead us towards the kind of bold step recommended by Davidson, whereby we simply deny there is any such thing as metaphorical meaning:

Joke or dream or metaphor can, like a picture or a bump on the head, make us appreciate some fact – but not by standing for, or expressing, the fact….I can imagine someone granting this and shrugging it off as no more than an insistence on restraint in using the word ‘meaning’. This would be wrong. The central error about metaphor is most easily attacked when it takes the form of a theory about metaphorical meaning, but behind that theory, and statable independently, is the thesis that associated with metaphor is a definite cognitive content that its author wishes to convey and that the interpreter must grasp if he is to get the message. This theory is false as a full account of metaphor, whether or not we call the purported cognitive content a ‘meaning’.
  

For Davidson a metaphor may give rise to further propositions in the mind of the audience (or the speaker) but the relationship between these propositions and the literal meaning of the utterance is not an inferential or meaning-based one.  Rather it is a brute, causal, psychological fact: just as a bang on the head may lead someone to think of a family holiday in Wales, so a metaphorical utterance of ‘the sun’ may cause me to think of warmth or light.


Yet once again the shortfalls of this account seem immediately obvious, for it simply seems wrong to claim that there is no meaningful connection between the literal proposition expressed and the proposition which comes to be entertained.  Being hit on the head may make one think of anything whatsoever, there is no constraint that the final proposition be in any meaningful way related to the cause (indeed, that it could be seems impossible in the case of a cause which lacks all semantic content, like a blow to the head).  Whereas, in the metaphor case, the kinds of final propositions that are legitimately entertained are highly constrained: only those propositions which stand in some suitable relation to the literal meaning of what is said can be rightly entertained in response to metaphorical speech.  Furthermore, this idea, of there being a criterion of correctness and incorrectness – the fact that something counts as getting it right or wrong in interpreting a metaphor – seems very unlike the brute cause case.  There is no proposition it is right to entertain in response to being hit on the head, but there is a proposition (or, at least, some relevant set) which it is right to entertain when grasping a metaphor.  The interlocutor who responds to an utterance of ‘Peter is a rock’ or ‘Jill is made of ice’ by thinking that Peter is happy or Jill is hungry, has simply failed to properly understand the metaphorical import of what has been said.
  Yet this criterion of correctness does not seem to be a feature of metaphor which we can capture within the Davidsonian model.  Furthermore, Davidson’s account seems to somewhat beg the question: what we want explained is the fact that metaphorical utterances seem to mean something and that what they seem to mean is different from the literal interpretation of the sentences uttered (as given by the formal theory).  To simply assert that there is no such thing as metaphorical meaning seems to go against the evidence of our own reflections on our language and might be thought to somewhat presuppose the kind of account Davidson goes on to recommend.


So, then, where are we to go from here: we have seen that (contra Davidson) expressions under their metaphorical guise seem to demand an account of their meaning which diverges from that assigned by their literal analysis, yet there seems no place for this additional meaning in either the formal theory or an appended theory of speech acts.  However, I want to suggest that although none of the accounts looked at thus far seem entirely successful in their handling of the phenomenon of metaphor, each also, as we have seen, has significant points of value.  In the first place, the attempt to incorporate metaphorical meaning directly into our semantic theory is to be commended for not undervaluing our apparently strong intuitions that metaphors can have clear, autonomous meanings, with reference to which we can assess interlocutors as getting things right or wrong in their interpretations of metaphorical utterances.  Furthermore, the idea that there are certain parallels to be drawn between metaphorical speech and ‘ordinary’, non-figurative uses of a language, which we might assume lies behind the aim of treating both on a par as the explanandum for a semantic theory, seems to be a good one.  

Secondly, the pragmatic approach was apt as it recognised the role of a semantic theory in providing what we might (following Recanati) call the ‘minimal proposition’ – the bare proposition yielded by semantic analysis which may then be subject to some form of enrichment, and perhaps eventually superseded by an additional, pragmatically conveyed proposition.
  Thus in metaphor, as in straightforward cases of conversational implicature or speaker meaning, it seems that interlocutors need first to grasp what has been literally expressed by a speaker and then make some kind of inferential step to the proposition the speaker intended to convey: to get to the interpretation Juliet is the sustainer of life we need first to grasp the literal meaning of ‘Juliet is the sun’.  It is this feature, as Searle notes, which contributes to the driving apart of metaphor and its paraphrase in a given context (i.e. the fact that something appears to be lost if we simply envisage replacing the metaphorical expression with its literal paraphrase).  Thus the pragmatic approach seems right to view metaphorical and literal meaning as in some sense co-existing: it’s not that the literal meaning of words and phrases disappear when a sentence is used metaphorically, but that they somehow get superseded or replaced by a richer or more fitting interpretation.
  Finally, by placing an emphasis on the shared beliefs, or mutual knowledge, of interlocutors, the pragmatic approach also seems well placed to capture some of the most familiar intuitions about metaphor, viz. its dependence on common assumptions and shared outlook.  

Third, the Davidsonian approach is valuable in its recognition of the crucial role of the non-semantic in determining the interpretation of a metaphor.  Davidson is surely right to draw to attention the fact that it is the cognitive architecture of interlocutors, where this is construed in the broadest possible sense, which comes into play in assessing or understanding metaphorical speech.  If we view a formal semantic theory as treating the meaning properties of natural languages then, I want to suggest, the idea that what matters in understanding metaphor is non-semantic (a point which I take to be key in the Davidsonian argument) seems very appealing.  Furthermore, Davidson is right in suggesting that ‘metaphorical meaning’ (if indeed we decide to say that there is such a thing) is a very different creature to literal meaning, and that it may ultimately be clearer to preserve the term ‘meaning’ for a somewhat more strict use whereby it is limited to the output of a formal semantic theory; so that, although words and sentences have meanings, it is a mistake, or ‘loose talk’, to speak of meaningful actions or looks, or communicative (non-linguistic) behaviour.  If this is right, however, then we will stand in need of a different explanation of exactly why it seems so natural to talk of the speaker who utters ‘Juliet is the sun’ as having meant that Juliet is the sustainer of life.

What I want to do in the next section then is to sketch a fourth approach to metaphorical speech: this account will turn on a quite restrictive demarcation of information correctly characterised as semantic and that more accurately treated as non-semantic.  The claim will be that, in order to understand a language, what we need to know is relatively limited; while, on the contrary, in order to understand metaphor, we need to know a great deal more (and a great deal more about our world and not about our language).  It will turn out then that metaphor is best thought of, not as a strictly linguistic phenomenon at all, but as a point of movement between language and thought.  Understanding metaphor will turn on the kinds of conceptual connections we have learnt from our world and our community, and this goes well beyond what we can hope to capture in a semantic theory.  Having outlined the account in the next section, I will then turn, in §3, to see how it meets the desiderata we have arrived at in this section.

2.
A Fourth Theory of Metaphor


The account of metaphor I want to explore here sees metaphor as one of the points at which understanding of language comes closest to our understanding of the world and each other; a point at which the interaction between the semantic and the non-semantic is at its strongest.  Using metaphor is, I want to suggest, using language to get beyond the confines of language, to tap directly into our shared experience of the world, our common knowledge and social background.  Davidson talks at one point of metaphors as running on familiar linguistic tracks, but I want to suggest that it is at this point (amongst others) that natural language runs off the rails into the realm of purely conceptual/cognitive associations.
  However, as I will argue, this is not simply to embrace the Davidsonian model of brute psychological causes, for literal meaning is crucial in understanding metaphor; nor is metaphor the only area of language use which requires the input of non-semantic knowledge to supplement linguistic understanding.  What understanding metaphor helps reveal is the complex relationship between knowledge properly classed as semantic (and which therefore should be captured in our formal semantic theory) and knowledge which is properly classed as non-semantic, which we need to come to terms with in order to understand all sorts of (figurative and non-figurative) uses of language.


The intuitive explananda for a theory of metaphor is the fact that each metaphorical utterance is somehow associated with a set of further propositions, which diverge in some respect from the proposition literally expressed, but where this set of associated propositions is also constrained by the proposition which is literally expressed.  Understanding a metaphor then requires grasping one or more members of this associated set and recognising it as a possible metaphorical interpretation of the original sentence.  It seems to me that, if this is the correct way to characterise what is going on in metaphor, we might view understanding metaphors as a matter of degree: the larger the number of associate propositions entertained, the more fully the metaphor is understood (so that someone who grasped the whole set of associated propositions would have an exhaustive grasp of the sense of the metaphor).  Of course, sometimes entertaining just a single member of the set, especially if this coincides with the interpretation the speaker had in mind, is quite good enough to count as having understood the metaphor; but I want to suggest that this is one respect in which metaphorical meaning is autonomous from speakers.  The hearer who recovers more members of the associated set than the producer of the metaphor had in mind has a fuller understanding of the metaphorical import of the utterance than the speaker herself.


So, the main question we face in accounting for metaphor is how this associated set of propositions is determined, and I want to suggest that it is determined by the operation of a special figurative interpretation function, f, which takes as input the literal meaning of the sentence uttered, p, together with what I will call a ‘conceptual framework’, symbolized by (, and yields as output a set of further propositions, which give us the set of possible figurative interpretations of the sentence uttered.  So we have a function of the following form:

f <p, (> = {p1…pn}

A conceptual framework is a construction of concepts standing in relation to one another; we might think of it along the lines of the kinds of 3-D representations of molecular structures used in science, which are made up of representations of the primitive elements of the molecule and their connections to one another.  Similarly, a conceptual framework consists of primitive concepts (or representations of them) and their connections to other concepts.  A particular conceptual framework can be arrived at in one of two ways: first, we can imagine plotting the conceptual framework realised by a given individual at a given time (so that the resulting model shows us, for each concept the individual possesses, which associations she makes between it and other concepts); second, we can envisage an idealization or abstraction from the conceptual framework of an individual to the conceptual framework of the community of which she is a part.  This idealization will capture the kinds of conceptual connections common amongst (some proper part of) the community in question.  

Where f operates over this idealized representation of the cognitive framework of the linguistic community, we have an application of the function which yields all possible metaphorical interpretations of that sentence within that community; call this set ‘MI’ (‘metaphorical interpretations’).  In this guise, f is the kind of function that we as theorists might apply in any particular case, for clearly, some preliminary study of members of the community in question would be necessary to establish the kind of conceptual framework which was common across (a substantial majority of) the community.  However, for a given interlocutor, the conceptual framework over which f ranges will not be this idealised one, but rather her own.  So, faced with an utterance, u, of a sentence type, s, if A uses her formal theory to arrive at a literal meaning, p, for s, she may then apply the psychological function f in her own case:


f <p, A’s own conceptual framework> = {p​1, p2, p4}

The members of this set (call it ‘PI’ for ‘personal interpretations’) count as metaphorical interpretations just in case they match with a member of MI.  An interpretation that is in both MI and PI is a metaphorical interpretation grasped by the agent; an interpretation in MI and not in PI is an ungrasped metaphorical interpretation; while an interpretation in PI but not in MI is not a metaphorical interpretation at all, but an idiosyncratic psychological association.  A will be able to differentiate veridical metaphorical interpretations from idiosyncratic psychological associations just to the extent that she is able to make correct judgements about the extent to which her conceptual framework draws on shared, public features, common across her community, and the extent to which it draws on personal, individual experience (creating conceptual connections not common amongst her community).

So, f utilises conceptual connections within the cognitive framework of either the average or idealised member of the community, or the cognitive framework of the particular agent in question; but we should note that f itself tells us nothing about how these links were themselves initially formed.  We might think of the role f is playing as similar to a kind of location operator, which takes as input a current location and the structure of all available routes from that location, and yields as output a list of all possible destinations which can be reached in a single journey from the starting point.  The precise vehicles used to get to these final destinations may of course differ: arriving at a location might involve a bus journey in one instance and a train journey in another (though, of course, the starting point itself may mean certain forms of transport are not, in this instance, available); however, the function applied is insensitive to these differences, it is interested only in open routes not in the vehicles they use.  So, if I am at Paddington Station and I have a map of the public transport services available, I can find out that my possible destinations (in a single, non-stop journey) include: Baker St, Edgware Rd, Royal Oak, Slough and Oxford (amongst many others).  To reach these destinations might entail using an overground train, an underground train, or a bus (though notice that flight connections are ruled out, simply by virtue of our starting place), but this is not information I need to know in order to establish where I can get to on public transport, starting from Paddington.


Similarly, for our figurative operator, f: within the shared conceptual framework the way in which the journey from the literal proposition to an associated proposition is made may be different in each case – the relation employed might be transfer of graded antonyms, or transfer of exemplified properties, or transfer of conventionally related properties, or indefinitely many other kinds of relations – but our figurative operator is not concerned directly with mode of transport, only with possible routes and thus final destinations.  What really matters for arriving at a set of possible metaphorical interpretations for a sentence is a shared conceptual framework, precisely which relations have helped structure this framework is not something we need to know to understand metaphor.  So, quite objective facts about the structure of our shared cognitive framework and the semantic analysis of the sentence in question will serve to yield a set of possible metaphorical interpretations and this set in turn will yield an identity criterion for the metaphor, allowing us to assess when two expressions have the same metaphorical meaning, and whether or not, for any proposed interpretation, it is a correct metaphorical reading of the sentence.


One obvious objection here is that we cannot be thought to have delivered anything approaching a theory of metaphor unless we have specified the ways in which these conceptual connections are made.  To continue the analogy, we can list the various modes of transport available from Paddington, so why not try to incorporate a similar level of descriptive content in our theory of metaphor?  The problem with this approach, I believe, is that the kinds of relationships metaphors may make use of are forever changing and shifting, and they do not lend themselves to exhaustive description in a list-like form or via some primitive axioms of the theory of metaphor.
  For instance, there seems to be nothing in principle to stop a community from forming new kinds of conceptual connections at any given point (perhaps it might become natural to a community to connect every colour to a girl’s name for some reason) and these relations could then, it would seem, come to underpin metaphorical utterances and interpretations.  Yet, if we think of metaphorical relations as somehow antecedently set in stone within our theory of metaphor, it would seem that this kind of creativity is ruled out.  Unless the new relationship happened to fall under some previously licensed connection, or our original principles were stated so vaguely as to allow this kind of growth, the evolving of genuinely new kinds of metaphor will be ruled out; but I can see no reason why we should expect this to be the case.


Secondly, though some relations have an uncontroversial role in metaphorical interpretations (for instance, it seems that many viable metaphorical interpretations rely on the transfer of graded antonyms, e.g. allowing ‘x is hot’, uttered during a tennis match, to be interpreted as ‘x is playing well’), the sheer complexity of the phenomenon seems to rule out any possibility of providing general principles of relation which retain any degree of prescriptive force.  For instance, Searle, who does embark on the attempt to list the principles of metaphorical relations, is forced, by the time he reaches only principle four, to the following (even though he has antecedently restricted his attention just to subject-predicate forms of metaphor, e.g. ‘S is P’, where ‘R’ is the property we come to ascribe to the subject):

Principle 4: Things which are P are not R, nor are they like R things, nor are they believed to be R [these constitute the first three principles]; nonetheless it is a fact about our sensibility, whether culturally or naturally determined, that we just do perceive a connection, so that P is associated in our minds with R properties.

However, Principle 4 seems to tell us no more about the precise constitution of metaphorical relations than our schematic description of function f.  Certainly I think that if this is the most informative principle of metaphorical relation we can get, knowing that matters will only get more complex as we move away from subject-predicate forms of expression, we will do best to remain with a schematic form of explanation of metaphor which utilises relations amongst concepts, without specifying how these relations are constituted.  

So, I think that specifying a function like f can capture what is common across all cases of metaphorical interpretation, without becoming mired in the details of any particular case.  However, given the relatively context independent set of interpretations found in MI, it will then be a further question what subset of all possible interpretations are most relevant on any given occasion.  To determine this, I believe we have to supplement our general account of the mechanism of metaphor with the features of the particular case.  What we need to look at is the context of utterance (or reporting) and decide which, of all the many possible routes away from the literal meaning, are the most salient.  So, just as to decide on any particular journey from Paddington, I must know some contextual facts, like which lines of transport are open and running on that day, which direction I want to head in, and which lines are the cheapest or most convenient; similarly, to determine the interpretation of a metaphorical utterance on a particular occasion, I need to know which, of the many cognitive connections possible, are the best to pursue.  To determine this, we will need to know information about the context of utterance (like the speakers intentions, the most salient relations, etc).  We might represent this schematically as follows: where ‘c’ gives us a variable for contextual input:

f C <p, (, c> = {pc1…pcn}

I want to claim that, although it is not wrong to come to entertain any member of MI in response to a metaphorical use of a sentence, some members of MI may be more appropriate than others.  The hearer who interprets Romeo’s utterance of ‘Juliet is the sun’ as meaning that Juliet is a burning oppressor has not failed to understand the metaphor, though the interpretation she has settled upon is far from being the most appropriate in the context.
  It is in this sense that the user of metaphor has less recourse than the user of non-metaphorical language: a speaker may reject what purports to be a report of what she literally said as mistaken, but in the case of metaphor, where the putative report makes use of a member of MI, though not one the speaker had intended, she can object that the report is not appropriate, but cannot simply reject it as incorrect.
  This is just one aspect of the autonomy of metaphorical interpretation; another surfaces in the fact that p* counts as a correct metaphorical interpretation of a sentence, s, just in case there is an open path from s to p* in the cognitive framework of some proper part of members of the linguistic community.  And this will hold even if, in any given case, either speaker, or hearer, or both, fail to make such a connection.  So, for instance, A may possess the concept ‘wolf’ but not know that wolves are predatory, thus she cannot recover the metaphorical meaning ‘Peter is predatory’ from an utterance of ‘Peter is a wolf’.  However, if it is a generally recognised fact, amongst members of A’s linguistic community, that wolves are predatory, then this proposition is a member of the set of possible metaphorical readings of the utterance, despite A’s lack of knowledge.
  


The process of arriving at (some or all) of this associated set is a psychological and non-semantic one (where by ‘semantic’ I mean to appeal to information properly encoded within a semantic theory for a natural language; I will say more about this below).  What is required instead of, or in addition to, semantic knowledge is knowledge about the way things are in the world, e.g. what properties certain things exemplify, which ones can be exemplified by other kinds of objects, and what relations are contextually or socially salient.  To return to the example above: ‘Peter is a wolf’.  If all the interlocutor has to go on to interpret A’s utterance is semantic knowledge, then she will get as far as determining the literal meaning of what has been said.  So, say we assume that some form of truth-conditional theory constitutes the agent’s semantic knowledge, then she will be able to arrive at the following kind of T-sentence:

(T1)

‘Peter is a wolf’ is true iff Peter is a wolf

(ignoring for the moment necessary complications, such as relativisation to a speaker and a context).  Now, clearly, knowing this is knowing something quite substantial about the natural language sentence uttered; such an account gives us the conditions under which the sentence is true, viz. just those circumstances where the referent of the name ‘Peter’ has the property of being a wolf.  However, I think it is also important to see what semantic knowledge alone doesn’t tell us: it doesn’t, for instance, tell us in any substantial sense which object is being referred to;
 nor, I think does it tell us a great deal about wolves.  


The claim I want to make is that one can have the concept ‘wolf’, i.e. assign a meaning to the word “wolf”, without knowing a whole lot about wolves.  Initially, all that might be needed is an introduction to certain examples of, or representations of, wolves.  So the child who learns the word “wolf” from flash-card pictures of wolves has enough of a concept of wolves to be going on with.  Now this is not to say that there is not a lot more they could learn about wolves, nor that their skills with language might not improve as they learn more about the world they live in (e.g. they might get better at seeing the kinds of possible metaphorical interpretations they can give to utterances involving the word “wolf”), but it is to claim that all that is captured in the semantic knowledge, in the bare competence with the word “wolf”, is some pretty minimal information arising from the causal interaction with wolves or their representations.  Now to claim this is obviously to make a substantial claim, invoking a particular view of concepts and their possession conditions.  

It is, for instance, to assume that the right kind of account will have more in common with the Fodorian line on concepts, whereby (almost all non-complex) concepts are primitive, atomic (and probably innate) elements, than the view that concepts are complex definitions (so that to have the concept ‘wolf’ is to know a definition like ‘is a mammal and is furry and hunts in packs…’), or that conceptual content is constituted by the place occupied in an inferential framework (so that to have the concept ‘wolf’ is, amongst other things, to be prepared to move from ‘x is a wolf’ to ‘x is an animal’ by inference).  Which of these types of opposing stances on concepts will ultimately turn out to be correct is a huge issue, and not one I can hope to address adequately in the current context; thus, let me simply say that, in what follows I am going to assume that some (fairly minimal) picture of concepts and their possession conditions is correct.  Thus the account of metaphor I want to give, as a journey into thought which escapes the bounds of language, is premised on an assumption which may ultimately be found wanting: viz. that to have a concept – to know the meaning of a word – is not yet to know a whole lot about the way that this concept ties up with others; or to put it more accurately, it is not yet necessarily to know a whole lot about the other properties had by things in the world which fall under the first concept (which in turn leads to the ways in which our concepts tie up).

Given this atomic view of what must be known to understand a word, it should be clear that the information codified in our semantic theory will take us only so far in our understanding of any given utterance.  Important information, like the relationships between concepts, is now seen as part of our non-semantic knowledge; knowledge (about objects and other people) which can help us understand what has been said (in some broad sense of this phrase), even though it is not itself part of our semantic knowledge (our knowledge of language).  The impact on our understanding of metaphor of this way of carving up what we know should be immediately obvious: on this model, to arrive at a metaphorical interpretation of an utterance one needs to employ non-semantic knowledge concerning the way the world is, as well as the semantic knowledge required to arrive at the proposition expressed.  Finding out that ‘Peter is predatory’ is an acceptable interpretation of ‘Peter is a wolf’ involves finding out some more things about wolves (so that a conceptual connection is opened up between ‘wolf’ and ‘predatory’), not some more things about our language.  It is in this way, then, that metaphor is an expedition abroad, for it is the shifting from language to thought (and, where we report the metaphor, back again).  Why metaphor works, and why metaphorical speech is often so evocative, is because it begins in the highly constrained realm of language and linguistic meaning, and then moves off into the less constrained realm of thought.  Though there are still constraints on possible moves at this level, things are much more liberal: it is no part of the meaning of the term ‘Negro’ that members of this group suffer prejudice or are socially excluded (one could learn the term without learning about the oppression of members of this group), yet, because of the way that society has evolved, these kinds of conceptual connections unfortunately exist.  Thus an utterance of ‘The poor are the Negroes of Europe’ can be metaphorically interpreted as meaning that the poor are underprivileged and likely to suffer prejudice.  The metaphorical interpretations we can give have something to do with the literal meanings of the words and phrases uttered (understanding them is a necessary first step to understanding the metaphor), but they also have everything to do with the shared conceptual frameworks with which we, as interlocutors, operate .


This then is the theory of metaphor I want to recommend: it offers us, not a theory of metaphor in the sense to which Davidson objects, but an explanation of the kind of phenomenon which metaphor is (how it is possible at all), together with an account of the individuation conditions of metaphorical expressions, which can underpin claims about correct and incorrect interpretations of metaphors.  It does this by adopting a quite specific view on the nature of concepts and the kind of information which we can seek to incorporate within our formal system (it is this division of labour which allows us to see metaphor as transcending the realm of the purely linguistic and tapping directly into our language-independent cognitive architecture).  Now, in the final section of this paper, I want to return to the desiderata of §1, for by seeing how the account of this section (which I will label the ‘Conceptual Connection’, or ‘CC’, model) captures the positive aspects of our first three accounts, whilst avoiding their pitfalls, I hope to clarify the account further and show that it constitutes a serious contender for how we should understand the phenomenon of metaphor.

3)
Meeting the Constraints on a Theory of Metaphor:


Given enough semantic knowledge to grasp the proposition literally expressed and enough non-semantic knowledge to have some conceptual connections available, I may proceed to a metaphorical interpretation of an utterance – that is to say, I may come to entertain one of the related propositions determined by f.  The ‘proceeding’ here will not be a brute causal fact, since it is constrained by the literal meaning of the sentence uttered and additional semantic and non-semantic facts at my disposal; however, neither will it be a simple case of inference to speaker meaning.  To see this, and to see how the present model meets the desiderata of the previous section, let’s compare the current view with the three approaches outlined earlier.


Initially, with respect to the move to accommodate metaphorical meaning within a formal semantic theory: the CC account rejects the idea that metaphorical meaning has a place within a semantic theory for a natural language.  Rather it agrees with Davidson that the only thing literally expressed by a metaphorical use of a sentence is the meaning ascribed to it by our formal theory.  So, the speaker who says ‘Peter is a wolf’ or ‘A revolution is no tea party’ literally expresses the proposition that Peter is a wolf or A revolution is no tea party.  Thus the CC approach disagrees with the semantic approach on its key claim; yet it nevertheless seems able to capture the positive aspects of the formal semantic approach.  Primarily, it can accommodate the idea that there is a criterion of right and wrong in understanding metaphor: understanding a metaphor correctly means entertaining one or more propositions in the associated set, MI, misunderstanding it means entertaining no propositions from the associated set or entertaining one or more propositions from outside the set (while interpreting the metaphor appropriately means entertaining one or more salient propositions from PI, the subset of MI given by the contextually constrained f C).  Furthermore, which propositions are members of the associated set MI is independent of the speaker and hearer (though not independent of their linguistic community).  

Secondly, the CC account can find a way to accommodate our apparently strong intuitions that speakers making metaphorical utterances mean something divergent from, or in addition to, the literal meaning of what is said.  The accommodation of this fact is two-fold: first, we should reiterate that the output of an application of f is independent of the speaker and what exactly he or she knows; so an apt metaphor may be open to more interpretations than the speaker intended, and is certainly open to more than just the literal interpretation.  This fact alone may be sufficient to underpin the idea that speakers using language metaphorically mean something in addition to the literal analysis of their words.  In addition to this, however, advocates of the CC approach can appeal to quite general features of reporting in order to explain our willingness to say that a given speaker meant p1 by her utterance of s (where p1 is a metaphorical interpretation of the literal proposition expressed).  For it turns out that hearers are often willing to report speakers using content sentences expressing propositions which diverge from those actually expressed by the speaker.  For instance, it seems that we can (at least sometimes) exchange kinds of referring terms (e.g. swapping names and demonstratives, etc); or referring terms and definite descriptions (e.g. swapping ‘Jill’ for ‘the girl next door’); or predicates (e.g. replacing ‘the boy by the tree’ with ‘the boy talking to John’).   Furthermore, we can sometimes report speakers by stating one or more propositions entailed by what they said, e.g. reporting an utterance of ‘if p then q, and p’, by ‘q’, or an utterance of ‘everyone passed’ with ‘you did not fail’.  This recognition, that there is often no single proposition which must be used to accurately report the speaker is then not something special to metaphor but something quite general to language use.
    

Yet the fact that we can report someone using a given sentence, which diverges in some meaningful way from the one actually uttered, does not mean that the reporting sentence should be construed, in any strict or literal sense, as part of what was originally expressed.  Just because, in certain contexts, you can report my utterance of ‘Wolves are carnivorous’ with ‘Emma said that the animals in that pen don’t like to eat carrots’, this doesn’t mean that ‘carrot’ was any part of the literal meaning of my original utterance.  It is this that may have confused us in the case of metaphor: because we can often accurately report an utterance using one of the associated propositions in MI, we may have felt that these associated elements required analysis as part of the meaning of the original utterance, but, as consideration of the general facts about reporting show, this conclusion does not follow.  So, it may be correct to report A, who uttered the sentence ‘Peter is a wolf’, by saying ‘A said that Peter is predatory’, even though the sentence A uttered has no literal analysis of this kind.  Any sense that it might have comes from confusing an account of what was literally expressed with the far more liberal story of how a speaker may be reported.  Yet this is a quite general feature across (literal and non-literal) language use: we often can or must make changes to the content of our reports, yet this tells us little about what was literally expressed by the original speaker.

Finally, the CC account can accommodate the thought which may be lurking behind the semantic approach to metaphor, viz. that there are substantial parallels between metaphor and literal speech.  On the CC approach, these areas of parallel come in the fact that we often, even when speaking literally, need to appeal to non-semantic information to supplement semantic knowledge.  One clear example of this can be seen in the phenomenon of deferred uses of demonstratives and pronouns (e.g. pointing to a chair and saying ‘She’s gone’, or indicating a forgotten toy and saying ‘That child will cry tonight’).  Here, it seems, semantic information about the words ‘she’ or ‘that child’ will not tell one that pointing to a chair is an acceptable way to draw its previous occupant to salience, nor that indicating a toy can make its owner the focus of attention prior to an act of reference.  Rather what we need in order to understand which object is being referred to is quite rich non-semantic information about the kind of relations to be found in the world and which ones are salient within our linguistic community.
  Routes to objects, like paths between concepts, are not things caught by our semantic theory for a natural language, but they are things which can play a role in the kind of readings we give to utterances of that language.
  

Thus, on the CC model, there are points of contact between the structure of understanding metaphor and the structure of understanding displayed in certain other, literal uses of language.  However this is not to say that metaphorical and literal speech are akin in anything more than the broad structure of the non-semantic ‘supplementing’ the purely semantic.  Metaphor remains unique due to the special behaviour of the figurative interpretation function f, which takes us from a proposition literally expressed to an entirely different proposition via established non-semantic, conceptual relations (while, in other cases, like that of deferred uses of demonstratives, the non-semantic information helps us to get the most out of the literally expressed proposition itself, e.g. by helping us to identify the referent picked out).  The CC picture then agrees with the semantic approach that there is a criterion of correctness in understanding metaphor; that we need to explain our strong intuitions that the speaker who utters a sentence metaphorically means something different from (or in addition to) what is literally meant by the sentence uttered; and that there are parallels to be drawn between the structure of metaphorical and non-metaphorical speech.  However, it also avoids the criticisms of the semantic approach by recognising that the crucial features in understanding metaphor are non-semantic and that metaphorical meaning (if we decide to say there is such a thing), though it is dependent on literal linguistic meaning, is not itself a component of a semantic theory.

With respect to the pragmatic approach: the CC account disagrees with the analysis of metaphor in terms of speaker meaning because of the objective and autonomous nature of the set of propositions determined by f.  Though speaker intentions have a role to play here in determining which of the possible metaphorical interpretations are most appropriate in a given context, they have no role in determining which propositions belong to the set in the first place.  So the current account is in agreement with the critics of the pragmatic picture who point out that speaker intentions are neither necessary nor sufficient for determining metaphorical interpretations.
  Furthermore, since the current account does not utilise the mechanism of pragmatic explanation popularised by Grice, there is no requirement that metaphor be seen as in any way deviant; i.e. as contravening some fundamental principle of good communication.  Despite these disagreements with the pragmatic approach, however, the CC model has many points of agreement with the pragmatic model; specifically, it is in agreement with the pragmatists over all the positive features noted at the close of §1.  For instance, the CC approach agrees with the pragmatist that the formal theory yields something like a ‘minimal proposition’, and that there is then some kind of ‘moving on’ from this minimal proposition to some further conveyed proposition.  Both the CC and the pragmatist accounts thus see literal and metaphorical interpretations as existing side by side, allowing interlocutors to switch between literal and metaphorical readings.  Also, the pragmatists’ emphasis on the shared beliefs and background of interlocutors in determining the correct metaphorical interpretation of an utterance is wholeheartedly embraced by the CC model.  Finally, the pragmatists’ idea that metaphorical interpretations exist not for sentences per se, but for utterances (i.e. token uses of sentences in a context) is partially endorsed by the CC approach: for, although the set of possible metaphorical interpretations, MI, can be assessed without appeal to the particular utterance, the pragmatist is right to think it is only by considering the particular case that we can determine what would count as an appropriate interpretation of the sentence used metaphorically.


Turning now to the last model we looked at in §1: the CC picture also has points of contact and difference with the Davidsonian approach.  A key agreement lies in the recognition of the role of cognitive architecture in understanding metaphor: on both accounts, the structure of our conceptual framework, determined in turn by our physical and social environment, will play a decisive role in the move from literal meaning to correct metaphorical interpretation.  Furthermore, the CC approach agrees with the central Davidsonian idea that there is a crucial difference between literal meaning and the set of propositions delivered by metaphorical interpretations.  For, if we agree with Davidson that ‘meaning’ should be restricted to the limits of a formal semantic theory, then there is no such thing as metaphorical meaning.  Despite these general agreements, however, the CC approach strongly disagrees with much of the Davidsonian approach.  For instance, it disagrees with Davidson over the issue (which he correctly sees as lying behind the use of the disputed term ‘meaning’) as to whether or not metaphors are associated with a definite cognitive content; Davidson says ‘no’, the CC approach says ‘yes’.  For the CC model, arriving at a metaphorical interpretation is not like being hit on the head and thinking of England, it has much more in common with working out what is entailed by an utterance of ‘s’ in context, or what a speaker meant by her utterance.  Furthermore, it is not like cases where your saying something somehow ‘triggers’ a thought in me for completely idiosyncratic reasons (or for no reason at all).  Metaphorical interpretations are features of shared systems of representation – there is no such thing as a private metaphor.  Whereas Davidson takes the relation between a sentence uttered and the ultimate proposition entertained, in the case of metaphor, to be a brute causal one, the current approach wants to preserve some meaningful connection between the two.  So, though ultimately we may want to construe the relations between concepts in causal terms, this can only be because we understand causal relations as the kinds of things which ultimately underpin or constitute inferential moves; and this move will only be possible if we have a way to distinguish meaning constituting casual connections from the kind of unprincipled causal connections which lead the victim of a head wound to think of his favourite number.  

On the CC approach, then, there is a definite cognitive content associated with a metaphor: the cognitive content possessed by a metaphor is just that given by the set of associated propositions determined by an application of our metaphor function, f (where the conceptual framework over which f operates is the idealised, community-wide one).  Thus, since we already seem willing to extend the term ‘meaning’ beyond the boundaries of the purely semantic (countenancing speaker meaning, and meaningful looks and actions, etc), I think we should ultimately reject Davidson’s claim that there is no such thing as metaphorical meaning.  Metaphors have meanings, what is special about these meanings is that they are not, strictly speaking, part of our language at all, but part of a language-independent way of conceptualising the world.  The meaning of a metaphor is not to be found by looking more deeply at our semantic theory, but by coming to terms with what we know about the world and what we think about the objects around us; that is to say it is to be found in our general cognitive competencies, and in the move from purely linguistic understanding to this wider realm.


I have argued that, though we should reject the semantic, the pragmatic and the ‘no-meaning’ approaches to metaphor, the successes and failures of each account helps to illuminate the kind of phenomenon metaphor is.  It turns out to be a phenomenon intimately connected to, though radically different from, the literal meaning of words and phrases, with an autonomy from speaker’s intentions, yet with clear criteria of right and wrong – of grasping the meaning of, or failing to understand, a metaphor.  I have suggested that the best way to accommodate all these features is by positing figurative interpretation functions, operating over conceptual frameworks and literal meanings, which can only be functionally defined, and which yield the set of possible metaphorical interpretations for a sentence within a given speech community.  The claim has been that metaphor lies in the movement from language to thought, that it relies on not just on the meanings of words but on the ways in which we conceptualise our world.  A good metaphor breaks the bonds of language, outstripping purely linguistic understanding and tapping into shared knowledge of the world and each other; from a purely linguistic perspective, then, it is very much an expedition abroad.

Bibliography

Black, M. (1979) ‘More About Metaphor’. Metaphor and Thought. A. Ortony (ed), pp.19-43. Cambridge: CUP.

Borg, E. (forthcoming). 'Pointing at Jack, Talking About Jill: understanding deferred uses of demonstratives and pronouns'. Mind and Language.

Cappelen, H. and E. Lepore (1997). 'On an Alleged Connection Between Indirect Speech and the Theory of Meaning.' Mind and Language 12: 278-296.

Cohen, L. (1979). 'The Semantics of Metaphor'. Metaphor and Thought. A. Ortony (ed), pp.64-77. Cambridge: CUP.

Cooper, D. (1986). Metaphor. Oxford, Blackwell.

Davidson, D. (1978). 'What Metaphors Mean.' Critical Inquiry: 31-47.  Reprinted in his (1984), Inquiries into Truth and Interpretation, 245-264, page references to there.
Fogelin, R. (1988). Figuratively Speaking. New Haven: Yale University Press.

Goodman, N. (1968). Languages of Art. Indianapolis, Ind: Bobbs-Merrill.

Grice, P. (1967). 'Logic and conversation' (William James Lectures). In Syntax and Semantics, Vol.3, ed. P. Cole and J. Morgan, 41-48. New York: New York Academic Press.  Reprinted in his Studies in the Way of Words, (Harvard University Press, 1989), page references to there.

Kittay, E. (1987). Metaphor: Its Cognitive Force and Linguistic Structure. Oxford, Clarendon Press.

Recanati, F. (1993). Direct Reference. Oxford: Blackwell
Searle, J. (1979). 'Metaphor'. Metaphor and Thought. A. Ortony (ed), pp.92-123. Cambridge, CUP.

Sperber, D. and D. Wilson (1986a). 'Loose Talk.' Proceedings of the Aristotelian Society: 153-172.

Sperber, D. and D. Wilson (1986b). Relevance. Cambridge, Harvard University Press.

Stainton, R. (2000). 'In Defense of Non-sentential Assertion'. Carleton University Manuscript.

Stern, J. (1985). 'Metaphor as Demonstrative.' Journal of Philosophy 82: 677-710.




 ADDIN ENBbu 



� The title is lifted from Goodman (1968), pp.72-3: “[T]he shifts in range that occur in metaphor…amount to no mere distribution of the family goods but an expedition abroad. A whole set of alternative labels, a whole apparatus of organization, takes over a new territory”. Although I like the metaphor, the sense in which I think it is right to view metaphor as taking a foreign trip is, I think, quite different to Goodman’s view.


� � ADDIN ENRfu ��Davidson (1978)�, p.263: “How many facts or propositions are conveyed by a photograph?….Bad question. A picture is not worth a thousand words or any other number. Words are the wrong currency to exchange for a picture.”


� � ADDIN ENRfu ��Cooper 1986�, p. 16.


� C.f. � ADDIN ENRfu ��Stern 1985�.


� C.f. Searle 1979.


� C.f � ADDIN ENRfu ��Davidson 1978�. Of course, a quick survey of the literature would show that confining our attention just to these three broad approaches misses some important alternatives; perhaps most obviously, the kind of approach found in � ADDIN ENRfu ��Kittay 1987�, which suggests rejecting truth-conditional semantics in favour of a new semantic model specifically designed to cope with figurative language use. However, in what follows I will be simply assuming that some kind of truth-conditional account, if it could be reconciled with figurative language use, is to be preferred.


� Black 1979, pp.37-40, contends that some metaphors actually create or introduce the relationships of which they speak; if this is possible then it gives another reason to resist the idea of a pre-existing list of metaphorical meanings.


� For instance, it might be thought that Stern’s semantic approach of treating metaphors as akin to demonstratives can avoid these kinds of challenges.


� See Grice 1967.


� ibid. p.34.


� ibid., pp.26-7.


� Cooper 1986, p.72.


� One objection to this line of argument might be that treating metaphors as somehow defective is not an essential feature of use-based accounts in general; for instance, on � ADDIN ENRfu ��Sperber and Wilson's, 1986a�, Relevance-based account metaphors are “in no sense departures from a norm or breaches of a rule or maxim of communication” (169). Thus this particular objection is limited to those who expect a Grice-style explanation; whereas our first worry, concerning the emphasis on speaker-intentions, would seem to challenge all use-based accounts (for instance, for Sperber and Wilson, the aim of a metaphorical interpretation is still to recover the thought of the speaker, which her utterance in some sense resembles – the quote above continues “they [metaphors] are simply creative and evocative exploitations of a basic feature of all verbal communication: the fact that every utterance resembles, with a degree of closeness determined by considerations of relevance, a thought of the speaker’s”, pp.169-70); see also fn.28 on this point.


� � ADDIN ENRfu ��Davidson 1978�, p.262.


� The claim here is not that there is a single correct metaphorical interpretation of these sentences, but that (as things currently stand) the interpretations on offer could not be right.


� Recanati 1993, p.243, pp.265-6.


� The talk of metaphorical and literal meanings co-existing might call to mind the kind of ‘emergent’ theories of metaphorical meaning exemplified by � ADDIN ENRfu ��Cohen 1972�, where metaphorical senses are somehow contained within literal meanings, emerging from them by dropping one or more constraint from the literal meaning; however, I do not intend to introduce anything so theoretically laden by the remarks in the text. Rather I simply want to highlight what I take to be an indisputable feature of language: the fact that we can switch from literal to  metaphorical interpretations of a given utterance (and back again) at any point.


� Davidson 1978, p.259.


� We thus come here to a major point of agreement with Davidson’s view, viz. that if what you are looking for in a theory of metaphor is something of this explicit form, then you are bound to be disappointed.  However, my claim is that this does not lead us straight into embracing the rest of Davidson’s view.  Specifically, it does not entail that the connection between a literally expressed proposition and a metaphorical interpretation is merely a brute causal one; nor (the corollary of this position) that the notion of correct/incorrect metaphorical interpretations is not applicable; nor that metaphors do not convey a ‘definite cognitive content’.  


� Searle 1979, p.116-7.


� Thus, I would suggest, the correct criterion to employ in certain debates, e.g. those of literary criticism, is (usually) not one of correctness/incorrectness, or right/wrong, but one of appropriateness. 


� Though we should also note that successful communication may often depend as much upon appropriate interpretation as it does upon correct interpretation.


� Of course, we might now expect borderline cases, for on some occasions there may be no determinate answer to the question of whether a correlation is common enough to count as metaphor, rather than as shared though idiosyncratic psychological connection. However, I would suggest that this is exactly what we find in practice. The best metaphors are those which turn on clearly public features, e.g. widely shared aspects of our knowledge of the world (indeed, this may be why religious metaphor is so powerful, turning as it often does on universally recognised connections between concepts, like that between light and goodness; connections which we might expect to get made given only minimal knowledge of the world and our relationship to it).  On the other extreme, where a conceptual connection is operative amongst only a few members of a community, we may be unsure whether to class an utterance appealing to such a connection as a genuine metaphor or as more akin to a shared code.


� This is obviously a controversial claim, but it is one I have argued for elsewhere, thus I will not pursue it any further here. For further discussion see Borg, forthcoming.


� For a fuller discussion of this point, see � ADDIN ENRfu ��Cappelen and Lepore (1997)�.


� For further discussion of this topic, see Borg forthcoming.


� A second area where non-semantic and semantic information can be seen to interact is, I would suggest, the phenomenon of priming, e.g. where presentation of the word ‘money’ influences the reading agents tend to give to the ambiguous ‘He went to the bank’. The thought would be that though it is no part of the meaning of the word “money” that it be kept in financial institutions, the common non-semantic connections between the concept of money and the concept of financial institutions makes the latter concept accessible more quickly and thus results in its more frequent choice as the meaning to be attached to the ambiguous ‘bank’.  Yet a further relevant area may also be the understanding of non-sentential utterances, see Stainton 2000.


� It is this claim which, I take it, primarily differentiates the current account from non-Gricean pragmatic accounts, such as Sperber and Wilson’s Relevance-based picture.  It might be thought, however, that the general shape of explanation in the proposed account of §2 does bear certain similarities to aspects of Relevance theory.  For instance, it seems that both accounts will want to countenance a central role for what I would call ‘world knowledge’ in arriving at metaphorical interpretations (e.g. knowing what kind of things wolves are prior to the metaphorical interpretation of ‘Peter is a wolf’).  However, such similarity should not, I think, be overstretched.  Although it is a little difficult to read the standard semantic/pragmatic distinction back into the work of Sperber and Wilson, in general it seems they are willing to grant such ‘world knowledge’ relevance in the recovery of literal propositions expressed by sentences; that is to say, pragmatic information may, on their picture, be needed to enrich the delivery of the formal semantic theory prior to arrival at the sentence’s explicature.  In this case, such information might, it seems, be counted as itself part of a semantic theory – i.e. part of what is required to understand the literal meaning of sentences.  On the other hand, on the CC model, such information plays no role in the recovery of the literal propositions expressed and is independent of the knowledge required to understand a language.


� Thanks are due to Sam Guttenplan, Ernie Lepore and Howie Wettstein.
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